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Abstract: LT M-based Al systems are increasingly used in education, including as tools for
solving, explaining, and checking mathematical tasks. This exploratory study evaluates the
performance of four widely used user-facing AT systems — ChatGPT, Claude, Gemini, and
Perplexity — on the Polish mathematics Matura examination at the basic and extended lev-
els. The systems were tested through their chat interfaces using official CKE examination
papers, submitted as complete attachments, and a single fixed prompt for each level.
The responses were assessed according to the official CKE marking schemes, with points
awarded for the final responses and for the correctly completed stages of open-ended tasks.
All systems achieved high scores at the basic level (86-96%), whereas performance at the
extended level varied considerably (38-100%). At the basic level, most lost points resulted
from errors in interpreting charts, figures or other visual information. At the extended level,
errors were more often associated with mathematical reasoning or methods. The findings
demonstrate the value of supplementing aggregate examination scores with diagnostic error
profiles that distinguish visual-data processing from mathematical reasoning. For educa-
tional organizations, such benchmarks may provide one source of evidence for human over-
sight, risk identification and periodic quality assessment. However, the results reflect the
performance of complete AT systems under specific interface conditions and should not be
interpreted as direct evidence of their general educational effectiveness. Further studies
involving multiple examination papers, repeated trials and educational users are needed.
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Introduction

Large language models (LLMs) have become one of the most widely discussed
technologies of recent years (Bommasani et al., 2021; Zhao et al., 2026). Built on
the transformer architecture (Vaswani et al., 2017) and trained on very large text
corpora, they showed with GPT-3 that increasing model size and training data leads
to strong general language abilities (Brown et al., 2020), in line with the scaling laws
observed for such models (Kaplan et al., 2020). Since the public release of ChatGPT,
tools of this kind, including ChatGPT, Claude, Gemini, and Perplexity, have quickly
become everyday aids for students and teachers (Kasneci et al., 2023).

These models are increasingly used not only to generate text, but also to solve
tasks that require step-by-step reasoning (Bubeck et al., 2023; OpenAl et al., 2023).
Some abilities appeared only beyond a certain scale, a phenomenon called emergent
abilities (Wei et al., 2022b). Mathematics has become a central area for testing them,
because every step must be correct for the final answer to hold, which makes mis-
takes easy to detect (Cobbe et al., 2021; Ahn et al., 2024). Dedicated efforts such as
Minerva showed that strong quantitative reasoning is possible, but remains difficult
(Lewkowycz et al., 2022; Hendrycks et al., 2021).

The Polish Matura is a useful benchmark for such a test. It is standardized, it
comes with official marking schemes published by the Central Examination Board
(CKE), and it has already been used to evaluate language models in Polish (Jassem
et al., 2025). It is divided into a basic and an extended level, allowing a comparison
across two clearly different levels of difficulty. Its tasks often include figures, charts,
and drawings, so they test more than pure text-based calculation, an aspect on which
models are known to be weaker (Pyeon et al., 2025).

The growing presence of these tools also raises a question of management: edu-
cational organizations — schools, universities, and the bodies responsible for the qual-
ity of teaching and assessment — increasingly have to decide where, and under what
safeguards, such models can be relied upon. An accurate picture of what the models
actually get right and wrong is a precondition for these decisions.

The aim of this study is therefore twofold: to examine how well four popular
language models solve the Polish mathematics Matura at both levels and to describe
the types of mistakes they make, and, on this basis, to draw out the implications for
managing the use of such tools in educational organizations. Four research questions
were formulated: (1) What score, measured as the percentage of points awarded
under the CKE marking scheme, do the models reach at the basic and extended
levels? (2) Are there clear differences between the models? (3) What kinds of mis-
takes dominate — are they mathematical (wrong reasoning) or do they come from
other causes, such as misreading the data? (4) What do these results imply for edu-
cational organizations deciding how far, and with what safeguards, such tools can be
relied upon in teaching and learning?
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Literature review

Evaluating the mathematical performance of LLM-based systems

Most contemporary large language models are based on the Transformer archi-
tecture (Vaswani et al., 2017) and are pretrained on large-scale text corpora. Increas-
ing model scale has been associated with the emergence of broader capabilities, in-
cluding improved performance on mathematical reasoning tasks (Brown et al., 2020;
Zhao et al., 2026). Mathematical performance is commonly evaluated with text-
based benchmarks such as GSMSK (Cobbe et al., 2021), MATH (Hendrycks et al.,
2021) and MMLU (Hendrycks et al., 2020); recent surveys document both progress
and continuing challenges in mathematical reasoning (Ahn et al., 2024).

Step-by-step reasoning

Prompting models to produce intermediate solution steps improves performance
on multi-step tasks, whether through chain-of-thought examples (Wei et al., 2022a)
or a short zero-shot instruction (Kojima et al., 2022). Training-based approaches
point in the same direction: Minerva achieved high results on quantitative bench-
marks (Lewkowycz et al., 2022), and reasoning-oriented models such as OpenAl ol
(OpenAl et al., 2024) and DeepSeek-R1 (Guo et al., 2025) have followed.

Known limitations

Despite high benchmark scores, the robustness of LLM reasoning remains de-
bated (Bubeck et al., 2023). Mirzadeh et al. (2024) showed that performance can
decline when numerical values are changed or an irrelevant sentence is added, sug-
gesting partial reliance on learned patterns. Data contamination is a further concern:
if benchmark questions appeared in training data, high scores may reflect memori-
zation rather than problem-solving (Dong et al., 2024). This issue is relevant here
because Matura papers and marking schemes are publicly available online.

LLMs and state examinations

State examinations are useful evaluation material: they are standardized, accompa-
nied by official marking schemes, and contain tasks of varied difficulty. In Poland, the
largest related initiative is the LLMzSzE. benchmark built from archived CKE exami-
nation papers (Jassem et al., 2025); other Polish studies evaluated models on medical
examinations (Pokrywka et al., 2024; Rosot et al., 2023). Setili et al. (2025) used the
Finnish extended mathematics Matura, and Pyeon et al. (2025) found on the Korean
CSAT that performance was stronger when tasks were provided as text rather than as
images, indicating that input format may significantly affect measured performance.

LLMs in mathematics education

A separate strand examines L.L.M-based systems as tools supporting teaching and
learning, including generating explanations, providing hints and checking solutions
(Kasneci et al., 2023). These functions require more than a correct final answer: the
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explanation must be understandable and based on valid reasoning. Pardos and
Bhandari (2024) found that ChatGPT-generated hints produced learning gains com-
parable to human-authored ones, although this does not imply equivalent outcomes for
all systems. Reviews identify opportunities but also limited evidence, with few studies
focused specifically on mathematics (Turmuzi et al., 2026; Heung & Chiu, 2025).

Managing Al in educational organizations

From an organizational perspective, the growing use of Al in schools and univer-
sities is a challenge of technology adoption, supervision, and quality assurance. Re-
search on technology acceptance and the diffusion of innovations explains under
what conditions new tools are adopted (Davis, 1989; Rogers, 2003), change-man-
agement research stresses that the benefits of a technology depend on how its intro-
duction is led (Kotter, 1996), knowledge-management research frames the sharing
of experience with Al as a knowledge process (Nonaka & Takeuchi, 1995), and ser-
vice-quality research links the reliability of supporting tools to the perceived quality
of the service (Parasuraman et al., 1988). Al-governance research indicates that or-
ganizations adopting Al require arrangements for oversight, accountability, and qual-
ity control (Floridi et al., 2018; Dwivedi et al., 2021). In this context, examination
benchmarks may provide one source of evidence for decision-making. They can help
identify tasks requiring additional human verification and demonstrate that different
systems should not be treated as interchangeable. However, such benchmarks can-
not, by themselves, establish the educational effectiveness of Al use.

Summary of the review

The main points of the review are summarized in Table 1, together with examples
of relevant publications. Overall, the literature indicates strong but debated perfor-
mance on text-based mathematical benchmarks, sensitivity to task format and visual
presentation, limited evidence concerning the Polish mathematics Matura, and
a management perspective in which benchmark results are one component of
a broader organizational assessment rather than a direct measure of educational
effectiveness.

Table 1. Summary of the literature review

Area Key point Example publications
Mathematical Strong results on text-based benchmarks Brown et al. (2020);
performance (GSMSK, MATH, MMLU), but Cobbe et al. (2021);
of LLM-based robustness and generalizability Hendrycks et al. (2021);

systems of reasoning remain debated Ahn et al. (2024)
Wei et al. (2022a);
Prompting for intermediate steps and Kojima et al. (2022);
Step-by-step . . Lo
reasoning reasonmg-quented training improve Lewkowycz et al.
multi-step performance (2022); OpenAl et al.
(2024); Guo et al. (2025)
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Area Key point Example publications
Known Sensitivity to prol_)lem perturbations; Fisl«% Mirzadeh et al. (2024);
limitations of data contamination when test material is Bubeck et al. (2023);
publicly available Dong et al. (2024)
Standardized papers with official marking Jassem et al. (2025);
LLMs and schemes enable stage-by-stage evaluation; Setili et al. (2025);
state input format (text vs image) affects Pyeon et al. (2025);
examinations performance; Polish evidence on the Pokrywka et al. (2024);
mathematics Matura remains limited Rosot et al. (2023)
Kasneci et al. (2023);
LLMs in Potential for explanations, hints and Pardos & Bhandari
mathematics feedback; empirical evidence still limited (2024); Turmuzi et al.
education relative to availability of the tools (2026); Heung & Chiu
(2025)
Davis (1989); Rogers
. Adoption, change management, (2003); Kotter (1 996.)‘
Managing AI . - o Nonaka & Takeuchi
in educational knoA\;’ledge sharing anq service quahty, (1995); Parasuraman
Lo governance requires oversight, ) .
organizations accountability and quality control et al. (1988); Floridi
et al. (2018); Dwivedi
et al. (2021)

Source: Own elaboration based on the cited literature

Research methodology
Material

The material consisted of two CKE examination papers from the May 2025 Polish
mathematics Matura: the basic-level paper with 31 tasks (total 50 points) and the
extended-level paper with 12 open tasks (total 50 points). The tasks differ between
the levels in format and scoring. At the basic level, half of the points come from
closed tasks worth 1 point each, in which only the selected answer is scored; the
other half come from open tasks worth 1-4 points, and several tasks are based on
visual material such as function graphs, geometric drawings, and a bar chart. At the
extended level, all tasks are open, worth 2-6 points and scored stage by stage accord-
ing to the CKE marking scheme; they cover more advanced material, including
proofs, a trigonometric equation and a derivative-based optimization problem, and
rely mainly on text and symbols rather than visual input. The two levels therefore
provide complementary evidence on visual-data processing and mathematical rea-
soning.

The models tested were ChatGPT: GPT-5.5 Instant, Claude: Sonnet 4.6, Gemini:
3.5 Flash, Perplexity: 3.5 Turbo, all with the deep research function.

Procedure

Four language models were tested in their chat interfaces: ChatGPT, Claude,
Gemini, and Perplexity. Each model received the full paper as an attachment.
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To remove any effect of how the task was worded, a single, fixed prompt was
used, differing only in the level and the number of tasks. Keeping the prompt
constant is important because prompt wording is known to affect answer quality
(Wei et al., 2022a; Kojima et al., 2022). For the basic level, it read:

“Hi, attached is the basic-level mathematics Matura paper. Take the role of a student
and solve all the tasks (there are 31 of them), giving the answers and explanations.”

The extended-level prompt had the same form, referring to the extended paper
and its 12 tasks.

Scoring and evaluation

The answers were marked using the official CKE marking schemes, awarding
points both for the final answer in closed tasks and for each correct stage in open
tasks. Each model's score is given as the percentage of the maximum number of
points available at that level. Reporting the score separately for each level, and re-
cording the cause of every lost point, makes it possible to read the results not only
as overall accuracy but as a profile of where each tool is and is not reliable.

Results

Basic level scores

At the basic level, all models scored highly, between 86% and 96%. Claude
reached the highest score (96%) and Perplexity the lowest (86%). The results are
shown in Table 2 and Figure 1.

Table 2. Model scores at the basic level

Model Score [%]
ChatGPT - 5.5 94
Claude — 4.6 96
Gemini — 3.5 94
Perplexity — 3.5 86

Source: Own study based on research

96%
94% 94%

86%

ChatGPT Claude Gemini Perplexity

Figure 1. Model performance at the basic level

Source: Own study based on research
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Basic level errors

The error analysis showed a clear pattern: most lost points came not from weak
mathematics, but from misreading information given as a figure or chart. The errors
are summarized in Table 3.

Table 3. Errors at the basic level

Number Tasks answered

Model . Main cause
of errors incorrectly
ChatGPT 2 18.2, 30 Misread figure / chart
Claude 1 30 Misread chart

Misread chart (30); correct work but wrong
answer marked (6)
Misread figure / chart (18, 30); reasoning
error (11); answer not marked (6)

Gemini 2 6. 30

Perplexity 4 6,11, 18,30

Source: Own study based on research

Task 30. The data (the number of students with each grade) were given as a bar
chart. None of the four models read the values correctly, and all scored zero.
The mathematics was not the problem: they could compute the median and the mode,
but they did so on wrongly read data.

Task 18. This task was based on a drawing. ChatGPT misread the triangle’s me-
dian as the median to the hypotenuse, giving a wrong value for side AC. In task 18.1
(closed), it still got the point by chance, as a second error cancelled the first; but in
task 18.2 the wrong sides led to zero points. Perplexity made the same misreading
of the median, which caused further errors.

Tasks 6 and 11. In task 6, Gemini and Perplexity solved the mathematics correctly
but failed to mark the right answer (Gemini chose an answer that did not match its
own work; Perplexity marked none). In task 11, Perplexity read the function cor-
rectly but could not give its range or the arguments for positive values, scoring half
of the four points.

Extended level scores

At the extended level, the results varied much more. Claude and Gemini solved the
paper without any mistakes (100%), while ChatGPT scored 64% and Perplexity only
38%. The gap between the best and the worst model was 62 percentage points, com-
pared with just 10 points at the basic level. The results are shown in Table 4 and Figure 2.

Table 4. Model scores at the extended level

Model Score [%]
ChatGPT - 5.5 64
Claude — 4.6 100
Gemini — 3.5 100
Perplexity — 3.5 38

Source: Own study based on research
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100% 100%

64%
38%

ChatGPT Claude Gemini Perplexity

Figure 2. Model performance at the extended level

Source: Own study based on research

Extended level errors

At the extended level, where most tasks are open-ended and need a full solution,
the mistakes were mainly mathematical rather than caused by misreading the data.
The errors are summarized in Table 5.

Table 5. Errors at the extended level

Moga | Number | Tods o _
ChatGPT 4 3,8.10,11 Wrong method / did not match scheme
Claude 0 - -
Gemini 0 - -
Perplexity 7 3,6,7.8,9,10,11 Wrong reasoning; misread data

Source: Own study based on research

ChatGPT. The model lost points in four tasks. In task 3, it gave a wrong answer
using none of the methods in the scheme, earning 1 point for one correct relation
between sides. In tasks 8, 10 and 11, the solutions did not match the scheme, so no
partial points were given.

Perplexity. The weakest result, losing points in most open tasks. In task 3, it gave
a wrong result (1 point for a side relation), in task 6 it misread the data for the se-
quence, and in task 9 it misread the equation. Elsewhere, it wrote no scored steps
and gave no correct answer; in task 11 it listed three conditions but developed none
of them, so it scored zero.

Claude and Gemini. Both models solved all twelve tasks correctly and lost no
points.

Task-level analysis

Looking at the results task by task, rather than model by model, shows which
tasks were objectively difficult. Tables 6 and 7 mark, for each model, whether full

marks were obtained (v') or points were lost ( X ); only tasks where at least one model
lost points are shown.
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Table 6. Task-level results, basic level (v = full marks, X = points lost)

Model / Task 6 11 18 30
ChatGPT v v X X
Claude v v v X
Gemini X Vv N X
Perplexity X X X X

Source: Own study based on research

Table 7. Task-level results, extended level (v = full marks, X = points lost)

Model / Task 3 6 7 8 9 10 11
ChatGPT X v X v X X
Claude v N v v v v v
Gemini v N v v v v v
Perplexity X X X X X X X

Source: Own study based on research

Two patterns are visible in the task-level data. At the basic level, task 30 forms
a full column of failures: all four models lost points on it. At the extended level, the
four tasks that ChatGPT failed (3, 8, 10 and 11) are exactly a subset of the seven
tasks that Perplexity failed — the tasks that tripped the stronger of the two weaker
models also tripped the weaker one, while Claude and Gemini solved everything.

Types of errors

The errors can be grouped into three types: misreading visual or given data
(charts, figures, reading the answer off a drawing), mistakes in mathematical reason-
ing or method, and failures only in reporting the final answer (the mathematics was
correct, but no valid answer was selected). Table 8 counts how often each type
appeared at each level.

Table 8. Types of errors by level (model-task instances where points were lost)

Error type Basic level Extended level
Visual / data reading 6 2
Mathematical reasoning / method 1 9
Answer reporting only 2 0
Total error instances 9 11

Source: Own study based on research
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Discussion

Performance and errors across the two levels

Comparing both levels gives two observations. At the basic level, the differences
between models were minor, and the main limit was a shared weakness in reading
visual information (Pyeon et al., 2025). At the extended level, a clear split appeared:
Claude and Gemini stayed at the top, while ChatGPT and especially Perplexity fell
behind. As tasks get harder and more open-ended, the real differences in reasoning
become much more visible than in closed tasks, in line with reports that harder, less
familiar problems expose the limits of these models (Mirzadeh et al., 2024).

The contrast between error types is striking. At the basic level, most errors (6 of 9)
came from misreading visual information, whereas at the extended level, most errors
(9 of 11) came from reasoning or method. In short, the basic level mainly tested
whether a model could read the task; the extended level tested whether it could rea-
son through it, in line with Pyeon et al. (2025) and Mirzadeh et al. (2024).

Claude and Gemini lost points at the basic level only on visual-reading tasks, so for
the strongest models the main obstacle was reading visual information, not math-
ematics. The ranking was only partly stable: Claude stayed at the top, and Perplexity
scored last at both levels, while ChatGPT showed the largest decline, from 94% to 64%.

Reading the results more closely

A correct closed answer can hide wrong reasoning. In task 18.1, ChatGPT earned
the point even though its method was wrong: two separate errors happened to cancel
each other out. Because closed tasks award points only for the final answer, a correct
answer does not guarantee correct reasoning, and basic-level scores may slightly
overstate true ability. This is consistent with the view that models can reach the right
output by pattern matching rather than reasoning (Mirzadeh et al., 2024). Partial
credit came from the setup, not the full solution. In extended task 3, both weaker
models earned a single point for correctly writing a relation between the sides, but
neither could carry the solution through. The models captured the surface structure
of the task while failing at the steps that required sustained reasoning.

All four models would pass the basic matura. Every model scored well above the
30% threshold required to pass the basic-level mathematics matura; even the lowest
basic score (86%) is a strong result. At the extended level, which has no pass thresh-
old, the scores instead serve to separate the models by ability.

Implications for the management of educational organizations

What is at stake is not whether these tools should solve examinations in place
of students, but whether students and teachers can rely on them to study, check
a solution or explain a step; the examination is a controlled way to measure how
far that reliance is justified. At the basic level, the tools proved dependable enough
for such everyday support, whereas the wide gap at the extended level (38-100%)
shows that they are not interchangeable, so recommending a particular tool is
a decision that needs evidence.
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The error analysis shows where relying on these tools is riskiest. The clearest
shared weakness was not in mathematics but in reading data presented as a chart or
figure: on task 30, every model failed. A student who turns to such a tool to check
a statistics task may be confidently misled, because the calculation looks sound and
only the reading of the data is wrong. For teachers, and for the staff responsible for
the quality of teaching, this marks the points at which the output of these tools should
be treated with most caution, and a human check is most worth its cost.

Two features make such errors easy to miss. A solution can reach the right answer
through faulty reasoning, as in task 18.1, where two mistakes cancelled each other
out; and a wrong solution can still look orderly and plausible. Both are more danger-
ous for someone who is still learning than an obvious error would be, because noth-
ing signals that anything has gone wrong. Guidance on using Al in teaching therefore
cannot rest on final answers alone, and, given how often the underlying models
change, it needs to be revisited rather than settled once. In terms of the management
literature, relying on these systems is less a single decision than a continuing process
of change and governance (Kotter, 1996; Floridi et al., 2018).

Conclusions, limitations and future work

Conclusions

This study evaluated the performance of four user-facing, LLM-based AI sys-
tems. They were tested through their chat interfaces using complete examination pa-
pers and a fixed prompt. Three principal findings emerge:

1. All four systems achieved high scores at the basic level, ranging from 86% to
96%. At the extended level, performance was much more varied, ranging from
38% to 100%.

2. The dominant error profile differed between the two examination levels. At the
basic level, most lost points resulted from incorrect interpretation of visual or
given information, particularly charts and figures. At the extended level, errors
were more frequently associated with mathematical reasoning, the selected
method, or the failure to provide steps recognized by the official marking
scheme.

3. The findings are broadly consistent with earlier studies reporting weaker perfor-
mance on visually presented tasks and greater variation on more demanding
mathematical problems (Pyeon et al., 2025; Mirzadeh et al., 2024; Setil4 et al.,
2025).

For educational organizations, the study offers an exploratory diagnostic perspec-
tive. The identified error patterns may help indicate situations in which human veri-
fication is particularly important, including tasks based on charts, figures, and ex-
tended mathematical reasoning. The results may support periodic quality assessment
and the development of guidance for the responsible use of Al systems. They should,
however, constitute only one element of a broader assessment of educational useful-
ness and organizational risk.
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Limitations

1. Only one examination paper at each level was analyzed. The sample is therefore
too small to support broad generalizations, especially in relation to the 100%
scores achieved by two systems at the extended level (Jassem et al., 2025).

2. Each paper was submitted only once to each system. Because generative Al sys-
tems are not fully deterministic, repeated runs might produce different solutions
and scores. The study does not therefore estimate the variability or statistical
significance of the observed differences.

3. The CKE examination papers and marking schemes are publicly available.
It cannot be fully excluded that the systems had previously encountered some
of this material during training or that research-enabled functions could access
related online content. High performance may therefore reflect a combination
of problem-solving capability, prior exposure and retrieval rather than reasoning
alone (Dong et al., 2024).

4. The systems were tested through user-facing interfaces available at a particular
time. Their results may have depended on model versions, system instructions,
document-processing mechanisms, visual-recognition components, retrieval
functions and other tools.

5. The use of a single fixed prompt improved consistency across the systems but
does not show how alternative prompting strategies might affect performance
(Wei et al., 2022a; Kojima et al., 2022). Finally, the assessment of open-ended
answers involved some judgement and was not independently repeated by a sec-
ond evaluator.

Directions for future work

Future research should extend the analysis to examination papers from multiple
years and include repeated runs for each system, to assess the stability of the find-
ings. Comparing user-facing systems with controlled API access, with retrieval and
additional tools documented or disabled, would help distinguish the performance of
complete consumer systems from that of the underlying models. A useful diagnostic
extension would be to present visually based tasks in both their original and fully
textual forms, to isolate errors resulting from visual-data processing (Pyeon et al.,
2025), while continuing to assess open tasks stage by stage according to the CKE
marking scheme (Jassem et al., 2025). Finally, research involving students and teach-
ers could examine the quality of explanations, effects on independent reasoning and
actual learning outcomes, and organizational research could analyze how schools
and universities establish rules for Al use, frain staff, and define situations requiring
human oversight.
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OCENA SYSTEMOW AI OPARTYCH NA LLM
NA EGZAMINIE MATURALNYM Z MATEMATYKI:
IMPLIKAC]JE DLA ZARZADZANIA SZTUCZNA INTELIGENCJA
1 ZAPEWNIANIA JAKOSCI W ORGANIZACJACH EDUKACYJNYCH

Streszczenie: Systemy Al oparte na duzych modelach jezykowych (LLM — Large Language
Model) sa coraz czesciej wykorzystywane w edukacji, miedzy innymi jako narzedzia do roz-
wiazywania, wyjasniania i sprawdzania zadan matematycznych. W tym eksploracyjnym ba-
daniu oceniono skutecznos¢ czterech powszechnie uzywanych, dostgpnych dla uzytkowni-
kéw systemow AT (ChatGPT, Claude, Gemini i Perplexity) na maturze z matematyki na
poziomie podstawowym i rozszerzonym. Systemy testowano przez ich interfejsy czatu z uzy-
ciem oficjalnych arkuszy CKE, przekazywanych jako kompletne zataczniki, oraz jednego,
stalego promptu dla kazdego poziomu. Odpowiedzi oceniano wedtug oficjalnych zasad oce-
niania CKE, przyznajac punkty za odpowiedzi konicowe oraz za poprawnie wykonane etapy
zadan otwartych. Wszystkie systemy uzyskaty wysokie wyniki na poziomie podstawowym
(86-96%0), natomiast na poziomie rozszerzonym wyniki byly znacznie bardziej zréznicowane
(38-100%). Na poziomie podstawowym wigkszos¢ utraconych punktéw wynikata z bledow
w interpretacji wykresow, rysunkow i innych informacji wizualnych. Na poziomie rozszerzo-
nym bledy czesciej wigzaly si¢ z rozumowaniem matematycznym lub doborem metody.
Wyniki pokazuja wartos¢ uzupetniania tacznych wynikow egzaminacyjnych o diagnostyczne
profile bledow, rozrozniajace przetwarzanie danych wizualnych od rozumowania matema-
tycznego. Dla organizacji edukacyjnych takie benchmarki moga stanowié¢ jedno ze zrodet do-
wodow na potrzeby nadzoru Iludzkiego, identyfikacji ryzyka i okresowej oceny jakosci.
Wyniki odzwierciedlaja jednak dziatanie kompletnych systemow AI w okreslonych warun-
kach interfejsu i nie powinny by¢ interpretowane jako bezposredni dowdd ich ogdlnej sku-
tecznosci edukacyijnej. Potrzebne sa dalsze badania obejmujace wigksza liczbe arkuszy egza-
minacyjnych, powtarzanych préb oraz uzytkownikéw edukacyjnych.

Slowa kluczowe: zarzadzanie AT (Al governance), analiza bledow, systemy AT oparte na
LLM, rozumowanie matematyczne, edukacja matematyczna, zapewnianie jakosci
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